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Left-to-Right Language Model

They also have ice

<bos> They also have ice

cream

…

Generate from scratch

Start with partially specified text

• text editing

• template filling

• text restoration

• …



Blank Language Model (BLM)

Fine-grained control over generation location

Respect preceding and following context

Variable number of missing tokens

Output:    They also have ice cream which is really good .

Input:          They also have                  which                  .



Blank Language Model — Overview

• Dynamic canvas where “     ” controls where tokens can be placed

• At each step,


1. select a “     ”

2. predict a word w

3. replace that blank with “w”, “      w”, “w      ”, or “      w      ”


• Stop when there is no “     ”



Blank Language Model — Overview
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• Stop when there is no “     ”



Blank Language Model — Overview
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Blank Language Model — Overview

• Dynamic canvas where “     ” controls where tokens can be placed

• At each step,


1. select a “     ”

2. predict a word w

3. replace that blank with “w”, “      w”, “w      ”, or “      w      ”


• Stop when there is no “     ”

Grammar

• Nonterminal:      

• Terminals: w  V


• Production rules:              ? w      ?

   (dist. depends on model and context)

∈

→



alsoThey have ____ which ____

Transformer

.

Linear & Softmax
1) Choose a blank 2) Predict a word

3) Create new blanks

Linear & 
Softmax

really

MLP

Fill and repeat

really

really

really____

really

____

____
____

✓

Blank Language Model — Architecture
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Blank Language Model — Architecture



Blank Language Model — Likelihood

A sentence    with    words can be realized by     trajectories, each corresponds to a 
different word insertion order

x

<latexit sha1_base64="3pjpA3+sdcpWmb17KxkWgg1NB7c=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgKexKQL0FBPGYgHlAsoTZSW8yZnZ2mZkVwxLw7sWDIl79JG/+jZPHQaMFDUVVN91dQSK4Nq775eRWVtfWN/Kbha3tnd294v5BU8epYthgsYhVO6AaBZfYMNwIbCcKaRQIbAWjq6nfukeleSxvzThBP6IDyUPOqLFS/aFXLLlldwbyl3gLUoIFar3iZ7cfszRCaZigWnc8NzF+RpXhTOCk0E01JpSN6AA7lkoaofaz2aETcmKVPgljZUsaMlN/TmQ00nocBbYzomaol72p+J/XSU144WdcJqlByeaLwlQQE5Pp16TPFTIjxpZQpri9lbAhVZQZm03BhuAtv/yXNM/KXqV8Wa+UqteP8zjycATHcAoenEMVbqAGDWCA8AQv8OrcOc/Om/M+b805iwgP4Recj28RXI2M</latexit>

n

<latexit sha1_base64="SzgPUjJQy3wJ4qTN+C/3PSt+EZA=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgKexKQL0FBPGYgHlAsoTZSW8yZnZ2mZkVwhLw7sWDIl79JG/+jZPHQRMLGoqqbrq7gkRwbVz328mtrW9sbuW3Czu7e/sHxcOjpo5TxbDBYhGrdkA1Ci6xYbgR2E4U0igQ2ApGN1O/9YhK81jem3GCfkQHkoecUWOluuwVS27ZnYGsEm9BSrBArVf86vZjlkYoDRNU647nJsbPqDKcCZwUuqnGhLIRHWDHUkkj1H42O3RCzqzSJ2GsbElDZurviYxGWo+jwHZG1Az1sjcV//M6qQmv/IzLJDUo2XxRmApiYjL9mvS5QmbE2BLKFLe3EjakijJjsynYELzll1dJ86LsVcrX9Uqpevs0jyMPJ3AK5+DBJVThDmrQAAYIz/AKb86D8+K8Ox/z1pyziPAY/sD5/AECNI2C</latexit>

n!

<latexit sha1_base64="0ovP0COxEz7RFK+zd7avagGKclE=">AAAB6XicbVDLSgNBEOyNrxhfUY9eRoPgKexKQL0FBPEYxTwgWcLsZDYZMju7zPQKYQn4AV48KOLVP/Lm3zh5HDSxoKGo6qa7K0ikMOi6305uZXVtfSO/Wdja3tndK+4fNEycasbrLJaxbgXUcCkUr6NAyVuJ5jQKJG8Gw+uJ33zk2ohYPeAo4X5E+0qEglG00r067hZLbtmdgiwTb05KMEetW/zq9GKWRlwhk9SYtucm6GdUo2CSjwud1PCEsiHt87alikbc+Nn00jE5tUqPhLG2pZBM1d8TGY2MGUWB7YwoDsyiNxH/89ophpd+JlSSIldstihMJcGYTN4mPaE5QzmyhDIt7K2EDaimDG04BRuCt/jyMmmcl71K+equUqrePM3iyMMRnMAZeHABVbiFGtSBQQjP8ApvztB5cd6dj1lrzplHeAh/4Hz+AFmKja0=</latexit>

p(x; ✓) =
X

�2Sn

p(x,�; ✓) =
X

�2Sn

n�1Y

t=0

p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="AEs969uLOMicjrFhwR6NyzqpHKg="></latexit>

order action, canvas at step t

<latexit sha1_base64="PPo+5fJ9gzqNtcYldfwL//XJHhU="></latexit>

1      2     3     4      5        6    7    8       9  10 

3

1

10

6

2

8

4

7

5

9

trajectory



Blank Language Model — Training

log p(x; ✓) = log
X

�2Sn

n�1Y

t=0

p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="37KQvb0t7iHAAQLeft5ObrP3g4U="></latexit>

intractable

� log(n!) +
1

n!

X

�2Sn

n�1X

t=0

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="sQlE5QhVGiyakTiLubr6SWOiU5k="></latexit>

<latexit sha1_base64="vpLU2ZDXadOCOO51391qtucV7K0="></latexit>

log

 
1

m

mX

i=1

bi

!
� 1

m

mX

i=1

log bi



Blank Language Model — Training

log p(x; ✓) = log
X

�2Sn

n�1Y

t=0

p(ax,�t |cx,�t ; ✓) intractable

� log(n!) +
1

n!

X

�2Sn

n�1X

t=0

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="sQlE5QhVGiyakTiLubr6SWOiU5k="></latexit>

1. Uniformly sample    from

2. Uniformly sample    from    to

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

� log(n!)� n · log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="Jtv97EyGFExq4o75Ro+8w+cQg14="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�

<latexit sha1_base64="6UiE15yx9/5KMfoBQFXPZRw7KOo="></latexit>

Sn

<latexit sha1_base64="J4qj+6stpIhp1TwrZphnNFTWoHA="></latexit>

one action loss per pass :(

<latexit sha1_base64="vpLU2ZDXadOCOO51391qtucV7K0="></latexit>

log

 
1

m

mX

i=1

bi

!
� 1

m

mX

i=1
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Blank Language Model — Training

� log(n!) +
1

n!

X

�2Sn

n�1X

t=0

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="sQlE5QhVGiyakTiLubr6SWOiU5k="></latexit>

       only depends on

→ combine losses of trajectories with the same first    steps and different           -th step

<latexit sha1_base64="zUsehhh8uXVF8r/8nqlnXf+Rdyw=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69BItQEUoiRT0WRPBYwbSFNpTNdtMu3WzC7kQoob/BiwdFvPqDvPlv3LY5aOuDgcd7M8zMCxLBNTrOt1VYW9/Y3Cpul3Z29/YPyodHLR2nijKPxiJWnYBoJrhkHnIUrJMoRqJAsHYwvp357SemNI/lI04S5kdkKHnIKUEjeVW8cM/75YpTc+awV4mbkwrkaPbLX71BTNOISaSCaN11nQT9jCjkVLBpqZdqlhA6JkPWNVSSiGk/mx87tc+MMrDDWJmSaM/V3xMZibSeRIHpjAiO9LI3E//zuimGN37GZZIik3SxKEyFjbE9+9wecMUoiokhhCpubrXpiChC0eRTMiG4yy+vktZlzb2q1R/qlcZdHkcRTuAUquDCNTTgHprgAQUOz/AKb5a0Xqx362PRWrDymWP4A+vzB4Bvjdk=</latexit>

(t+ 1)

cx,�t

<latexit sha1_base64="N+iCK23GZWmfahoxqF5elCdtgVI="></latexit>

<latexit sha1_base64="jiIa9ZVK8Q0tIpmEFD+ydtNdjOw=">AAAB83icbVBNS8NAEJ3Ur1q/qh69LBbBU0mkqHgqiOCxgv2AJpTNdtsu3U3C7kQooX/DiwdFvPpnvPlv3LY5aOuDgcd7M8zMCxMpDLrut1NYW9/Y3Cpul3Z29/YPyodHLROnmvEmi2WsOyE1XIqIN1Gg5J1Ec6pCydvh+Hbmt5+4NiKOHnGS8EDRYSQGglG0ku8bMVS0l3k3OO2VK27VnYOsEi8nFcjR6JW//H7MUsUjZJIa0/XcBIOMahRM8mnJTw1PKBvTIe9aGlHFTZDNb56SM6v0ySDWtiIkc/X3REaVMRMV2k5FcWSWvZn4n9dNcXAdZCJKUuQRWywapJJgTGYBkL7QnKGcWEKZFvZWwkZUU4Y2ppINwVt+eZW0LqreZbX2UKvU7/I4inACp3AOHlxBHe6hAU1gkMAzvMKbkzovzrvzsWgtOPnMMfyB8/kD68qRoQ==</latexit>�1:t

t

<latexit sha1_base64="TeDlAZ3KqHMN56UtuN692zQKUuM="></latexit>



Blank Language Model — Training

� log(n!) +
n�1X

t=0

1

n!

X

�2Sn

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="1bOJ53UTtwzpaLBY4to98GfSrUQ="></latexit>

= log(n!) + n · EtE�1:tE�t+1E�t+2:n [log p(ax,�t |cx,�t ; ✓)]

<latexit sha1_base64="6q7GVUal+yST0+Ep9wIaTGHq7ZM="></latexit>

= log(n!) + EtE�1:t

2

4 n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

3

5

<latexit sha1_base64="309+19oSlI0oKYl1y0LsBk4Ov0c="></latexit>

       only depends on

→ combine losses of trajectories with the same first    steps and different           -th step

<latexit sha1_base64="zUsehhh8uXVF8r/8nqlnXf+Rdyw=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69BItQEUoiRT0WRPBYwbSFNpTNdtMu3WzC7kQoob/BiwdFvPqDvPlv3LY5aOuDgcd7M8zMCxLBNTrOt1VYW9/Y3Cpul3Z29/YPyodHLR2nijKPxiJWnYBoJrhkHnIUrJMoRqJAsHYwvp357SemNI/lI04S5kdkKHnIKUEjeVW8cM/75YpTc+awV4mbkwrkaPbLX71BTNOISaSCaN11nQT9jCjkVLBpqZdqlhA6JkPWNVSSiGk/mx87tc+MMrDDWJmSaM/V3xMZibSeRIHpjAiO9LI3E//zuimGN37GZZIik3SxKEyFjbE9+9wecMUoiokhhCpubrXpiChC0eRTMiG4yy+vktZlzb2q1R/qlcZdHkcRTuAUquDCNTTgHprgAQUOz/AKb5a0Xqx362PRWrDymWP4A+vzB4Bvjdk=</latexit>

(t+ 1)

cx,�t

<latexit sha1_base64="N+iCK23GZWmfahoxqF5elCdtgVI="></latexit>

<latexit sha1_base64="jiIa9ZVK8Q0tIpmEFD+ydtNdjOw=">AAAB83icbVBNS8NAEJ3Ur1q/qh69LBbBU0mkqHgqiOCxgv2AJpTNdtsu3U3C7kQooX/DiwdFvPpnvPlv3LY5aOuDgcd7M8zMCxMpDLrut1NYW9/Y3Cpul3Z29/YPyodHLROnmvEmi2WsOyE1XIqIN1Gg5J1Ec6pCydvh+Hbmt5+4NiKOHnGS8EDRYSQGglG0ku8bMVS0l3k3OO2VK27VnYOsEi8nFcjR6JW//H7MUsUjZJIa0/XcBIOMahRM8mnJTw1PKBvTIe9aGlHFTZDNb56SM6v0ySDWtiIkc/X3REaVMRMV2k5FcWSWvZn4n9dNcXAdZCJKUuQRWywapJJgTGYBkL7QnKGcWEKZFvZWwkZUU4Y2ppINwVt+eZW0LqreZbX2UKvU7/I4inACp3AOHlxBHe6hAU1gkMAzvMKbkzovzrvzsWgtOPnMMfyB8/kD68qRoQ==</latexit>�1:t

t

<latexit sha1_base64="TeDlAZ3KqHMN56UtuN692zQKUuM="></latexit>



Blank Language Model — Training

= log(n!) + EtE�1:t

2

4 n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

3

5

<latexit sha1_base64="309+19oSlI0oKYl1y0LsBk4Ov0c="></latexit>

1. Uniformly sample    from    to

2. Uniformly sample

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�1:t

<latexit sha1_base64="x7QJZVgLgIbayZsJUZG3o98Ndno="></latexit>

� log(n!)� n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="M64maB6EJA4cwS7EpBUZbdt/2X4="></latexit>

n/2 action losses per pass :)



Blank Language Model — Training

They   also   have   ice   cream   which   is   really   good   .

1      2       3      4      5         6      7     8        9   10
x =

<latexit sha1_base64="cqtjTGnGgPCEJJh99HJWudT584o="></latexit>

<latexit sha1_base64="tc37o1xDPufWs7F57xyAao7pSt0=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRbBU8mKoheh6MVjBWsL7VKyabYNTbJLkhXK0r/gxYMiXv1D3vw3Zts9aOuDgcd7M8zMCxPBjcX42yutrK6tb5Q3K1vbO7t71f2DRxOnmrIWjUWsOyExTHDFWpZbwTqJZkSGgrXD8W3ut5+YNjxWD3aSsECSoeIRp8Tmkrr2cb9aw3U8A1omfkFqUKDZr371BjFNJVOWCmJM18eJDTKiLaeCTSu91LCE0DEZsq6jikhmgmx26xSdOGWAoli7UhbN1N8TGZHGTGToOiWxI7Po5eJ/Xje10VWQcZWklik6XxSlAtkY5Y+jAdeMWjFxhFDN3a2Ijogm1Lp4Ki4Ef/HlZfJ4Vvcv6vj+vNa4KeIowxEcwyn4cAkNuIMmtIDCCJ7hFd486b14797HvLXkFTOH8Afe5w84oI2y</latexit>

n = 10

1. Uniformly sample    from    to

2. Uniformly sample

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�1:t

<latexit sha1_base64="x7QJZVgLgIbayZsJUZG3o98Ndno="></latexit>

� log(n!)� n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="M64maB6EJA4cwS7EpBUZbdt/2X4="></latexit>

n/2 action losses per pass :)



Blank Language Model — Training

t = 5

<latexit sha1_base64="ZmX7U+GUeYIhxrd2E0PIJ8MxS2Q="></latexit>

They   also   have   ice   cream   which   is   really   good   .

1      2       3      4      5         6      7     8        9   10
x =

<latexit sha1_base64="cqtjTGnGgPCEJJh99HJWudT584o="></latexit>

<latexit sha1_base64="tc37o1xDPufWs7F57xyAao7pSt0=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRbBU8mKoheh6MVjBWsL7VKyabYNTbJLkhXK0r/gxYMiXv1D3vw3Zts9aOuDgcd7M8zMCxPBjcX42yutrK6tb5Q3K1vbO7t71f2DRxOnmrIWjUWsOyExTHDFWpZbwTqJZkSGgrXD8W3ut5+YNjxWD3aSsECSoeIRp8Tmkrr2cb9aw3U8A1omfkFqUKDZr371BjFNJVOWCmJM18eJDTKiLaeCTSu91LCE0DEZsq6jikhmgmx26xSdOGWAoli7UhbN1N8TGZHGTGToOiWxI7Po5eJ/Xje10VWQcZWklik6XxSlAtkY5Y+jAdeMWjFxhFDN3a2Ijogm1Lp4Ki4Ef/HlZfJ4Vvcv6vj+vNa4KeIowxEcwyn4cAkNuIMmtIDCCJ7hFd486b14797HvLXkFTOH8Afe5w84oI2y</latexit>

n = 10

1. Uniformly sample    from    to

2. Uniformly sample

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�1:t

<latexit sha1_base64="x7QJZVgLgIbayZsJUZG3o98Ndno="></latexit>

� log(n!)� n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="M64maB6EJA4cwS7EpBUZbdt/2X4="></latexit>

n/2 action losses per pass :)



Blank Language Model — Training

t = 5

<latexit sha1_base64="ZmX7U+GUeYIhxrd2E0PIJ8MxS2Q="></latexit>

They   also   have   ice   cream   which   is   really   good   .

1      2       3      4      5         6      7     8        9   10
x =

<latexit sha1_base64="cqtjTGnGgPCEJJh99HJWudT584o="></latexit>

�1:t = (6, 2, 1, 3, 10)

<latexit sha1_base64="OgGvoPNg37Ig03Mi+JE3tHapvHA="></latexit>

<latexit sha1_base64="tc37o1xDPufWs7F57xyAao7pSt0=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRbBU8mKoheh6MVjBWsL7VKyabYNTbJLkhXK0r/gxYMiXv1D3vw3Zts9aOuDgcd7M8zMCxPBjcX42yutrK6tb5Q3K1vbO7t71f2DRxOnmrIWjUWsOyExTHDFWpZbwTqJZkSGgrXD8W3ut5+YNjxWD3aSsECSoeIRp8Tmkrr2cb9aw3U8A1omfkFqUKDZr371BjFNJVOWCmJM18eJDTKiLaeCTSu91LCE0DEZsq6jikhmgmx26xSdOGWAoli7UhbN1N8TGZHGTGToOiWxI7Po5eJ/Xje10VWQcZWklik6XxSlAtkY5Y+jAdeMWjFxhFDN3a2Ijogm1Lp4Ki4Ef/HlZfJ4Vvcv6vj+vNa4KeIowxEcwyn4cAkNuIMmtIDCCJ7hFd486b14797HvLXkFTOH8Afe5w84oI2y</latexit>

n = 10

1. Uniformly sample    from    to

2. Uniformly sample

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�1:t

<latexit sha1_base64="x7QJZVgLgIbayZsJUZG3o98Ndno="></latexit>

� log(n!)� n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="M64maB6EJA4cwS7EpBUZbdt/2X4="></latexit>

n/2 action losses per pass :)



Blank Language Model — Training

t = 5

<latexit sha1_base64="ZmX7U+GUeYIhxrd2E0PIJ8MxS2Q="></latexit>

alsoThey have ____ which ____ .cx,�t

<latexit sha1_base64="IdaC06iWu/Elx6DYoLE9qPkYSVE="></latexit>

They   also   have   ice   cream   which   is   really   good   .

1      2       3      4      5         6      7     8        9   10
x =

<latexit sha1_base64="cqtjTGnGgPCEJJh99HJWudT584o="></latexit>

�1:t = (6, 2, 1, 3, 10)

<latexit sha1_base64="OgGvoPNg37Ig03Mi+JE3tHapvHA="></latexit>

(6, 2, 1, 3, 10)

<latexit sha1_base64="X0SRkMhtH/96Ikr8Ap1f+COPsYQ=">AAAB+XicbVDLSgMxFL1TX7W+Rl26CRahQhlm2lrtrujGZQX7gHYomTRtQzMPkkyhDP0TNy4UceufuPNvTF+g1gP3cjjnXnJzvIgzqWz7y0htbG5t76R3M3v7B4dH5vFJQ4axILROQh6Klocl5SygdcUUp61IUOx7nDa90d3Mb46pkCwMHtUkoq6PBwHrM4KVlrqmmSvnUSGPnDwq6m5fds2sbdlzINsqF68KlRJyVsqKZGGJWtf87PRCEvs0UIRjKduOHSk3wUIxwuk004kljTAZ4QFtaxpgn0o3mV8+RRda6aF+KHQFCs3VnxsJ9qWc+J6e9LEayr/eTPzPa8eqf+MmLIhiRQOyeKgfc6RCNIsB9ZigRPGJJpgIpm9FZIgFJkqHldEhrH15nTQKllOyKg+lbPV2GUcazuAccuDANVThHmpQBwJjeIIXeDUS49l4M94XoyljuXMKv2B8fAMl45Aj</latexit>

<latexit sha1_base64="tc37o1xDPufWs7F57xyAao7pSt0=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRbBU8mKoheh6MVjBWsL7VKyabYNTbJLkhXK0r/gxYMiXv1D3vw3Zts9aOuDgcd7M8zMCxPBjcX42yutrK6tb5Q3K1vbO7t71f2DRxOnmrIWjUWsOyExTHDFWpZbwTqJZkSGgrXD8W3ut5+YNjxWD3aSsECSoeIRp8Tmkrr2cb9aw3U8A1omfkFqUKDZr371BjFNJVOWCmJM18eJDTKiLaeCTSu91LCE0DEZsq6jikhmgmx26xSdOGWAoli7UhbN1N8TGZHGTGToOiWxI7Po5eJ/Xje10VWQcZWklik6XxSlAtkY5Y+jAdeMWjFxhFDN3a2Ijogm1Lp4Ki4Ef/HlZfJ4Vvcv6vj+vNa4KeIowxEcwyn4cAkNuIMmtIDCCJ7hFd486b14797HvLXkFTOH8Afe5w84oI2y</latexit>

n = 10

1. Uniformly sample    from    to

2. Uniformly sample

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�1:t

<latexit sha1_base64="x7QJZVgLgIbayZsJUZG3o98Ndno="></latexit>

� log(n!)� n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="M64maB6EJA4cwS7EpBUZbdt/2X4="></latexit>

n/2 action losses per pass :)



Blank Language Model — Training

t = 5

<latexit sha1_base64="ZmX7U+GUeYIhxrd2E0PIJ8MxS2Q="></latexit>

Transformer

alsoThey have ____ which ____ .cx,�t

<latexit sha1_base64="IdaC06iWu/Elx6DYoLE9qPkYSVE="></latexit>

ice  ____  
____  cream

is  ____ 
____  really  ____ 

____  good
ax,�t

<latexit sha1_base64="ApKjdrqGpNwMY+smujQ/jLxGXss="></latexit>

They   also   have   ice   cream   which   is   really   good   .

1      2       3      4      5         6      7     8        9   10
x =

<latexit sha1_base64="cqtjTGnGgPCEJJh99HJWudT584o="></latexit>

�1:t = (6, 2, 1, 3, 10)

<latexit sha1_base64="OgGvoPNg37Ig03Mi+JE3tHapvHA="></latexit>

(6, 2, 1, 3, 10)

<latexit sha1_base64="X0SRkMhtH/96Ikr8Ap1f+COPsYQ=">AAAB+XicbVDLSgMxFL1TX7W+Rl26CRahQhlm2lrtrujGZQX7gHYomTRtQzMPkkyhDP0TNy4UceufuPNvTF+g1gP3cjjnXnJzvIgzqWz7y0htbG5t76R3M3v7B4dH5vFJQ4axILROQh6Klocl5SygdcUUp61IUOx7nDa90d3Mb46pkCwMHtUkoq6PBwHrM4KVlrqmmSvnUSGPnDwq6m5fds2sbdlzINsqF68KlRJyVsqKZGGJWtf87PRCEvs0UIRjKduOHSk3wUIxwuk004kljTAZ4QFtaxpgn0o3mV8+RRda6aF+KHQFCs3VnxsJ9qWc+J6e9LEayr/eTPzPa8eqf+MmLIhiRQOyeKgfc6RCNIsB9ZigRPGJJpgIpm9FZIgFJkqHldEhrH15nTQKllOyKg+lbPV2GUcazuAccuDANVThHmpQBwJjeIIXeDUS49l4M94XoyljuXMKv2B8fAMl45Aj</latexit>

<latexit sha1_base64="tc37o1xDPufWs7F57xyAao7pSt0=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRbBU8mKoheh6MVjBWsL7VKyabYNTbJLkhXK0r/gxYMiXv1D3vw3Zts9aOuDgcd7M8zMCxPBjcX42yutrK6tb5Q3K1vbO7t71f2DRxOnmrIWjUWsOyExTHDFWpZbwTqJZkSGgrXD8W3ut5+YNjxWD3aSsECSoeIRp8Tmkrr2cb9aw3U8A1omfkFqUKDZr371BjFNJVOWCmJM18eJDTKiLaeCTSu91LCE0DEZsq6jikhmgmx26xSdOGWAoli7UhbN1N8TGZHGTGToOiWxI7Po5eJ/Xje10VWQcZWklik6XxSlAtkY5Y+jAdeMWjFxhFDN3a2Ijogm1Lp4Ki4Ef/HlZfJ4Vvcv6vj+vNa4KeIowxEcwyn4cAkNuIMmtIDCCJ7hFd486b14797HvLXkFTOH8Afe5w84oI2y</latexit>

n = 10

1. Uniformly sample    from    to

2. Uniformly sample

3. Construct canvas

4. Compute estimated loss

cx,�t

<latexit sha1_base64="IVmKiZd0sHuIA292OKZ4JxJyMD4="></latexit>

t

<latexit sha1_base64="BANrla0ZTx/tErvsHhfukuQZqYQ="></latexit>

0

<latexit sha1_base64="7bjcxH+ZNbGyw14eS7V+xoT58Ec="></latexit>

n� 1

<latexit sha1_base64="xd7/7S7WjJLU2rPVZ3AZgLddOhs="></latexit>

�1:t

<latexit sha1_base64="x7QJZVgLgIbayZsJUZG3o98Ndno="></latexit>

� log(n!)� n

n� t

X

�t+1

log p(ax,�t |cx,�t ; ✓)

<latexit sha1_base64="M64maB6EJA4cwS7EpBUZbdt/2X4="></latexit>

n/2 action losses per pass :)



Blank Language Model — Inference

Simple greedy decoding or beam search to fill in the blanks in input



Experiments — Overview

Input:          They also have                  which                  . 
Output:    They also have ice cream which is really good .

Input:          τε εγγονον εισαι???????σοφιαι  

Output:    τε εγγονον εισαιου του σοφιαι 

Input:          The employees were super nice and efficient ! 
Output:    The employees were rude and unprofessional ! 

Output:    They also have ice cream which is really good.

Text Infilling

Ancient Text Restoration

Sentiment Transfer

Language Modeling



Text Infilling — Dataset

• Yahoo Answers dataset (100K documents, max length 200 words)

• Randomly mask tokens with different ratios

• Contiguous masked tokens → “     ”

when time flies , where does it go ? to the center of the universe to be recycled and made into new time .  

when time                  , where                  ?                  the                  of                  universe to                  recycled                  made into                  . 

Mask Ratio

50%

when time flies , where does it go ? to the center of the universe to be recycled and made into new time .  

when time flies ,                   does it go ?                  the center of the                  to be recycled                  made into new time . 

Mask Ratio

10%



Text Infilling — Metrics

• Accuracy: BLEU score against original document

• Fluency: perplexity evaluated by a pre-trained left-to-right LM

when time flies , where does it go ? to the center of the universe to be recycled and made into new time .  

when time                  , where                  ?                  the                  of                  universe to                  recycled                  made into                  . 

Mask Ratio

50%

when time flies , where does it go ? to the center of the universe to be recycled and made into new time .  

when time flies ,                   does it go ?                  the center of the                  to be recycled                  made into new time . 

Mask Ratio

10%



Text Infilling — Baselines

• Seq2seq-fill [Donahue et al., 2020]

- output tokens to fill in the blanks, separated by “|”


• Seq2seq-full [Donahue et al., 2020]

- output full document from input



Text Infilling — Results
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Text Infilling — Baselines

• BERT+LM

- feed BERT representation of each blank to left-to-right LM that learns to generate 

tokens in that blank

- at test time, fill in the blanks one by one



Text Infilling — Baselines

• BERT+LM

• Masked Language Model (MLM) with oracle length


- replace blanks with the target number of masks

- fill the masks autoregressively by most-confident-first heuristic



Text Infilling — Baselines

• BERT+LM

• Masked Language Model (MLM) with oracle length

• Insertion Transformer [Stern et al., 2019]


- cannot specify insertion position

- force it to generate at valid locations



Text Infilling — Results
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Text Infilling — Results
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Text Infilling — Examples

when time flies , where does it go ? to the center of the earth to be recycled came made into new time . 

when time flies , where does it go ? from the center of the earth to be recycled converted made into new time . 

when time flies , where does it go ? for the center of the earth has to be recycled and made into new time . 

when time flies , where does it go ? for the center of the earth to be recycled and made into new time . 

Original


Blanked

BERT+LM


MLM (oracle len)


InsT


BLM

when time flies , where does it go ? to the center of the universe to be recycled and made into new time .  

when time flies ,                  does it go ?                  the center of the                  to be recycled                  made into new time . 

Mask Ratio 10%



Text Infilling — Examples

when time flies , where does it go ? to the center of the universe to be recycled and made into new time .  

when time                  , where                  ?                  the                  of                  universe to                  recycled                  made into                  . 

when time is , where to ? i need to find the way of the universe to be recycled and made into a lot . 

when time is , where is the universe ? from the creation of the universe to be recycled and made into the universe . 

when time was created , where was it ? what was the name of the universe to be recycled and made into space . 

when time was created , where did it come from ? it was the first part of the universe to be recycled and made into space . 

Original


Blanked

BERT+LM


MLM (oracle len)


InsT


BLM

Mask Ratio 50%



Ancient Text Restoration — Setup

Baselines [Assael et al., 2019]:

• Pythia: character-level seq2seq model to fill in one slot at a time

• Pythia-word: use both character and word representations

Length-aware BLM (L-BLM)

•    [t]    →    [k]    w    [t-1-k]   1

Ancient Greek Inscriptions dataset (18M characters / 3M words) [Assael et al., 2019]

• number of characters to recover is assumed to be known



Ancient Text Restoration — Results
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Sentiment Transfer — Approach

1. Remove expressions of high polarity

- train a sentiment classifier and mask words with attention weight above average 


2. Complete the partial sentence with expressions of the target sentiment

- train two instances of BLM, one for each sentiment



everyone that i spoke with was very helpful and kind .  

everyone that i spoke with was rude and unprofessional . 

there is definitely not enough room in that part of the venue .  

there is always enough parking in that part of the venue . 

it is n’t terrible , but it is n’t very good either .  

it is n’t fancy , but it is still very good either . 

Input


BLM

Input


BLM

Input
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Sentiment Transfer — Results



Language Modeling — Estimation

Monte-Carlo sampling                                          ←                                         


• estimated perplexity is likely to be higher than actual perplexity

• as     increases, it converges to actual perplexity

p(x; ✓) =
X

�2Sn

p(x,�; ✓)

<latexit sha1_base64="NNcNZvq/UCLSLT4N1EVDFPr+8wU="></latexit>

m

<latexit sha1_base64="L5AY3swPvnOO0g4cvzDaasnDmhM="></latexit>

WikiText-103
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p(x,�i; ✓)

<latexit sha1_base64="5y1xhX3s0uQP3UgY6qY86KzdUSw="></latexit>

m

<latexit sha1_base64="L5AY3swPvnOO0g4cvzDaasnDmhM="></latexit>



Language Modeling — Results

Datasets: Penn Treebank (1M tokens), WikiText-2 (2M), WikiText-103 (103M)

Room for improvements!



Summary
https://github.com/Varal7/blank_language_model

Output:    They also have ice cream which is really good .
Input:          They also have                  which                  .

More Applications

• Template filling, information fusion, assisting human writing…

• Rewrite to mitigate toxicity and bias

• Representation learning

Extensions

• Add representation for blanks

• Conditional BLM: edit and refine machine translation, dialogue system…

Thank you!

• Dynamically create and fill in blanks

• Effective on text infilling, ancient text restoration, style transfer

https://github.com/Varal7/blank_language_model

